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Abstract— SQL injection affects 65% of web
applications, yet traditional tools often miss
context-specific  vulnerabilities. @~ We  propose
AESIDF, a hybrid framework that integrates Large
Language Models with parallel fuzzing for semantic
vulnerability analysis. Evaluated on 26 benchmark
scenarios from PortSwigger, DVWA, and OWASP
Juice Shop, our approach achieves a 92.3%
detection rate compared to SQLMap’s 76.9 %, while
reducing request volume by approximately 68.8%.
These preliminary results suggest  that
LLM-powered contextual reasoning can enhance
automated security testing; however, broader
validation on larger and more diverse datasets is
required to confirm generalizability.

Tom tit— Tan cong SQL injection anh hudng
dén khoang 65% iing dung web, trong khi cic cong
cu truyén thong thuvng bé sét cac 16 hong phu thuéc
ngit canh. Chiing toi dé xuit AESIDF(AI-Enhanced
SQLi Detection Framework), mot khung lai két hgp
M6 hinh ngon ngr 16n (LLM) véi ky thuét fuzzing
song song nhim phan tich 16 hong theo ngit nghia.
Dugce danh gia trén 26 kich ban benchmark ti
PortSwigger, DVWA(Damn Vulnerable Web
Application) va OWASP(Open Web Application
Security Project) Juice Shop, phuong phap cua
chiing t6i dat ty 1€ phat hién 92,3% so véi 76,9% cta
SQLMap, dong thoi giam khoang 68,8% sb lugng
request. Cic két qua so bd nay cho thiy kha niing suy
luén ngur canh cua LLM(Large Language Model) ¢6
thé cai thién kiém thir bao mat tu dong;
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tuy nhién, can xac thuc rong hon trén cac tap dir
liéu 16n va da dang hon dé khéng dinh kha ning
tong quat hoa.

Keywords— SQL Injection, artificial intelligence, web
security, penetration testing, large language model, burp suite
extension.

Tir khoa— SQL Injection, tri tué nhdn tao, an toan web,
kiém thit xdm nhdp, mé hinh ngon ngit lén; phan md rong

burp suite.

I. INTRODUCTION
A. Motivation and research gap

SQL Injection (SQLi) consistently ranks as
one of the most critical web security threats,
appearing at the top of the OWASP Top 10 for
over a decade [1] SQLi is considered a common
type of attack on websites and web applications
(hereinafter referred to as web attacks) [8]
Despite extensive research, 65% of modern
applications remain  vulnerable. Traditional
detection tools face fundamental limitations:
signature-based methods cannot cover all
contexts, static patterns fail against novel
encoding schemes, and the lack of contextual
understanding causes them to miss
application-specific vulnerabilities.

Research Gap: Existing methods fail to
understand ~ semantic  context-they  cannot
distinguish between legitimate error messages
and actual vulnerabilities, adapt to
application-specific =~ behaviors, or generate
context-aware payloads. This semantic blindness
leads to both false positives and missed
vulnerabilities. The emergence of Large



Language Models presents an unprecedented
opportunity to bridge this gap through contextual
reasoning and adaptive payload generation.

This work addresses
research questions:

three fundamental

e RQ1: How can LLMs reduce false positives
in SQL injection detection through contextual
analysis?

o RQ2: Can Al-driven payload generation detect
advanced SQLi variants that evade traditional
tools?

o RQ3: What is the optimal architecture for
integrating LLMs into real-time security
workflows?

B. Main contributions

o Hybrid Detection Framework: First
systematic integration of LLM reasoning
with parallel fuzzing for SQL injection

detection

o Adaptive Payload Generation: Context-
aware exploitation capable of bypassing
modern WAF(Web  Application  Firewall)

filters through semantic understanding

o Empirical Validation: Demonstrated 92.3%
detection rate on 26 benchmark scenarios,
with no observed false positives in this
positive-only  dataset (note: = FPR(False
Positive Rate) cannot be conclusively
computed without negative samples)

e Open-Source Tool: Production-ready Burp
Suite extension enabling seamless integration
into existing penetration testing workflows

C. Paper organization

The remainder of this paper is organized as
follows: Section II provides background on SQL
injection fundamentals and detection challenges.
Section III reviews related work and highlights
research gaps. Section IV presents the problem
statement. Section V describes our proposed
method and architecture. Section VI reports the
experimental  evaluation including dataset,
baselines, metrics, and key findings. Section VII
discusses the strengths, limitations, and
implications of our work. Section VIII outlines
potential future work. Finally, Section IX
concludes the paper.
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Figure 1. Taxonomy of SQLi detection approaches

II. BACKGROUND
A. SQL Injection fundamentals

SQL injection exploits improper input
sanitization in database queries. Attack vectors
include:

« Error-based: Extracting data through database
error messages

« Boolean-based blind: Inferring data through
conditional responses

o Time-based blind: Using delays to extract
information

e Out-of-band:  Exfiltrating data  through
alternative channels
o UNION-based: Combining results from

multiple SELECT statements
« Stacked queries: Executing multiple SQL
statements in sequence

B. Detection challenges

Modern applications employ multiple defense
layers:

« Web Application Firewalls
pattern matching

« Input encoding and parameterized queries

« Custom sanitization functions

« Rate limiting and behavioral analysis

(WAFs) with

Traditional detection tools struggle to bypass
these defenses due to their reliance on static
patterns and lack of contextual understanding.
This motivates the need for more intelligent,
adaptive approaches.

III. RELATED WORK
A. Static analysis approaches

Taint Analysis: Saiyed et al. [2] track data
flow from user inputs to SQL queries, achieving
78% accuracy. However, requires source code
access and fails on obfuscated code.

Pattern Matching: Traditional scanners use
regex patterns to identify vulnerable code
constructs. Limited by inability to understand
runtime behavior and context.
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B. Dynamic testing methods

Runtime Monitoring: AMNESIA [3]
intercepts queries at runtime, comparing against
legitimate query models (85% accuracy). High
deployment overhead limits practical adoption.

Fuzzing-based: SQLMap remains the industry
standard, using extensive payload databases.
Achieves 75% detection on our benchmark but
requires manual configuration and misses
context-specific vulnerabilities.

Evolutionary Testing: Appelt et al. [4] use
genetic algorithms to evolve test cases (89%
coverage). Computational cost prohibits real-time
usage.

C. Machine learning approaches

Deep Learning: Tang et al. [5] apply CNNs
to classify SQL queries (94.2% accuracy).
Models trained on fixed datasets cannot adapt to
novel attacks.

Ensemble Methods: Recent work combines
multiple classifiers but still relies on static
feature extraction, missing semantic context.

Al-based Exploitation: Thien et al. [9] use
reinforcement learning for automated
vulnerability ~ exploitation ~ with  integrated
scanning tools.

ML-enhanced WAF: Ho et al. [10] improve
WAF performance using SVM with HTTP
request analysis.

LLM-Integrated Fuzzing: Jiang et al. [7]
survey LLM-enhanced fuzzing techniques,
highlighting challenges in scalability and cost
that motivate hybrid approaches.

D. Research gap

A review of existing approaches (Table I and
Figure 1) highlights three major gaps:

o Lack of Semantic Reasoning: Current
methods operate primarily on syntactic rules
or statistical features, without understanding
application logic.

o Poor Adaptability: Traditional tools cannot
dynamically adapt payloads to diverse
application contexts or bypass custom filters.

o Accuracy-Efficiency Trade-off: Existing
solutions either achieve high detection at the
cost of excessive requests, or prioritize speed
but miss complex vulnerabilities.
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TABLE I. COMPREHENSIVE COMPARISON OF

DETECTION APPROACHES

i Key
Method Technique Acc. FPR Limitation
Static [2] Taint 78% | 22% Source
required
AMI[\I;;SIA Runtime 85% 15% | High overhead
Evolutionary | Goneic | 89% | 18% Slow
[4] execution
CNN [5] | Deeplearning | 94% 12%* Fixed patterns
SQLMap Fuzzing 75% Low* No context
AESIDF LLM+Fuzz | 92.3% Low* API cost

Results are indicative only, as evaluation datasets
differ across studies.

RESIDF System Layers

Layer 1: Presentation Layer 2: Controller Layer 3: Business Logic Layer & AI Services

Layer 5: Data.

Burp Suite UI :I Request Handler } :I Detection Engine } ;} Context Parser }
Dashboard Fanel :I Motule Coordinator } >I AT Module }
Results Table #} Response Manager I #I I 21 Confidence Scorer I

o | LM Integration
| e

=

Figure 2. AESIDF system design: (a) five-layer
modular architecture; (b) detection workflow across
traditional and Al components

Our Contribution: AESIDF addresses these
gaps by integrating LLM-powered semantic
analysis  with  parallel fuzzing, enabling
context-aware payload generation, robust false
positive control, and efficient detection (92.3%
accuracy with 68.8% fewer requests).

IV. PROBLEM STATEMENT

Despite decades of research, SQLi detection
faces three fundamental limitations:

Context Blindness: Tools cannot understand
application semantics, leading to inappropriate
payloads and missed vulnerabilities.

Static Patterns: Fixed payload databases fail
against novel encoding schemes and custom
filters.

False Positives:  Traditional fuzzing-based
tools often misclassify benign errors as attacks,
creating unnecessary alerts and increasing
validation workload for security teams.

"1 200+ patterns

Response Cache

P| Restlts Store




These limitations necessitate a paradigm shift
from pattern matching to semantic understanding,
motivating our LLM-enhanced approach.

V. PROPOSED METHOD

A. System architecture

AESIDF employs a
architecture (Figure 2):

five-layer ~modular

o Presentation Layer:  BurpSuite Ul  for
visualization and reporting.

o Controller Layer: Handles requests,
coordinates modules, and manages responses.

» Business Logic Layer: Includes the detection
engine, payload generator, and Al-assisted
analysis.

o Al Services Layer:  Provides  contextual
parsing, LLM integration, and confidence
scoring.

o Data Layer: Stores payload
response cache, and results.

databases,

The detection pipeline operates in five stages:
request interception, baseline fuzzing, Al-guided
analysis, adaptive testing, and final reporting.

B. Runtime SQLi detection process

Figure 3 illustrates how AESIDF detects
SQLi vulnerabilities during runtime execution.
When the extension intercepts HTTP traffic
through Burp Suite’s proxy:

o Request Interception: Captures live HTTP
requests containing potential injection points

o Parallel Fuzzing: Spawns multiple concurrent
threads, each testing a different payload
category.

« Response Analysis: Monitors for SQL errors,
timing anomalies (>3s), content variations

o Al Evaluation: LLM analyzes suspicious
patterns and  generates  context-aware
payloads

o Confirmation: Validates vulnerabilities with
targeted exploitation attempts

C. Detection pipeline

Our five-stage detection pipeline processes
each request in real-time:

Stage 1 - Fuzzing: Parallel execution
monitoring error patterns, response times (>20),
content changes
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Figure3. Real-time SQL injection detection sequence
showing how AESIDF intercepts HTTP traffic, executes
parallel fuzzing, and applies Al analysis in runtime

Stage 2 - Fingerprinting: Database
identification via concatenation operators, version
functions, error signatures.

Stage 3 - Al Filtering: LLM semantic analysis
with confidence scoring (0-100%).

Stage 4 - Adaptive Payloads: DBMS-specific

generation (PostgreSQL int, MySQL
BENCHMARK, Oracle XMLType, MS SQL
WAITFOR).

Stage 5 - Confirmation:  Final  validation
through targeted exploitation.
D. LLM integration

The Al  module integrates either

GPT-4(Generative Pre-trained Transformer-4) or
locally deployed LLMs for contextual analysis,
enabling:

o Confidence scoring (0-100%) for
vulnerability assessment

o Context-aware payload generation

WAF bypass strategy synthesis

« Semantic filtering to reduce false positives

Deployment considerations:

o« GPT-4 API: Provides high accuracy and
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advanced reasoning, but adds network
latency, recurring costs, and potential
privacy/compliance risks when sending data
externally.

e Local LLMs: Improves privacy and
eliminates API costs, but demands heavy
compute  resources, higher operational
overhead, and often slower responses for
large models.

System Prompt: You are an expert security
analyst  specializing in  SQL  injection
vulnerability detection and exploitation. Your role
is to analyze HTTP request/response pairs to
determine if SQL injection vulnerabilities exist.

Core Capabilities:

o Identify SQL injection vulnerabilities with
high accuracy

o Determine the database type and version

e Classify injection types (Union, Boolean,

Time-based, Error-based, Stacked,
Second-order)
e Detect WAF/security filters and suggest

bypass techniques
o Generate effective payloads for further testing
« Assess exploitability and provide remediation
guidance

E. Implementation details

AESIDF is implemented as a Burp Suite
extension using Java 17 with the Montoya API
and optional GPT-4 integration. The system
leverages ExecutorService for parallel
fuzzing with multiple threads and maintains
multiple payload databases for different injection
types and database systems.

Reproducibility specifications:

o LLM Configuration:  Experiments  used
GPT-4 (gpt-4-turbo-preview) via OpenAl
API with temperature=0.3 for deterministic
outputs. Alternative local deployment tested
with LLaMA-2 13B.

o Confidence Threshold: Vulnerability alerts
are triggered when the LLM confidence
score exceeds 70%. This threshold was
empirically determined through preliminary
testing on a validation subset, balancing
detection sensitivity against false alerts.

o Timing Parameters: Time-based detection
uses a 3-second delay threshold; responses
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exceeding 20 from baseline are flagged for
Al analysis.

o Thread Configuration: Parallel fuzzing uses
4 concurrent threads per endpoint to balance
throughput and server load.

VI. EXPERIMENTS AND RESULTS

A. Dataset
Primary benchmark: PortSwigger Web
Security Academy. This dataset includes

18 SQL Injection labs, categorized as follows:

o 4 UNION-based attacks

« 6 Blind SQL Injection (conditional responses,
conditional errors, time-based)

o 2 Out-of-band scenarios

¢ 6 Miscellaneous (login bypass, hidden data
retrieval, DB  version/query disclosure,
database enumeration)

Additional testing:

o Damn Vulnerable Web Application (DVWA)
— 3 levels (Low, Medium, High) for the SQL
Injection module

o OWASP Juice Shop — 5 challenges related to
SQL Injection

Total: 26 test cases (all positive/vulnerable

scenarios).

Dataset justification and limitations: We
acknowledge that this dataset consists entirely of
lab-generated environments rather than real-world
enterprise applications. This design choice was
made for several reasons: (1) ethical and legal
constraints prevent testing on production systems
without explicit authorization; (2) PortSwigger,
DVWA, and Juice Shop are widely recognized
benchmarks in the security research community,
enabling reproducibility and comparison with
prior work; (3) these platforms provide
controlled, well-documented vulnerability
scenarios covering diverse SQLi attack vectors.

However, this approach has inherent
limitations. The 26 test cases represent a
statistically modest sample size, insufficient to
make strong claims about generalizability.
Furthermore, all  scenarios are  positive
(vulnerable)  cases-no negative (non-vulnerable)
samples are included, which prevents computation
of a meaningful False Positive Rate (FPR).
Future work should expand the dataset to include
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negative samples and real-world application TABLE II. SQL INJECTION DETECTION RESULTS
clones to strengthen empirical validation. (AESIDF vs SQLMAP)

. ication a a
B. Baselines PP DVWA =
. Low V4 Ve
e SQLMap 1.7: Industry-standard fuzzing tool Medium Ve Ve
(Traditional fuzzing-based) High T v X
. .. uice Shop
. AESIDF. Al-Enhanced SQL  Injection Task 2 (Error) 7 X
Detection Framework — a novel approach Task 3 (Admin) v Ve
that combines Large Language Models %zt ;‘ %ggder) ? §
(LLMs) with traditional fuzzing to improve Task 10 (Search) 7 7
web application vulnerability detection _ PortSwigger Labs
Determine number of columns v v
, . (UNION)
C. Evaluation metrics Find column containing text v v
. (UNION)
We evaluate the approaches using four key Retrieve data from other tables ; y
metrics: (UNION)
Retrieve multiple values 1in
« Detection Rate (Recall): TP/(TP + FN). | single column (UNION) v v
This is our primary metric given the Query DB version (Oracle) v v
positive-only dataset. ?MuingL MS SBE) version v v
o Observed False Positives: Since all 26 test Lising DB contents (mon- N N
cases are confirmed vulnerabilities (no Oracle)
negative samples), we cannot compute FPR Ililstt{ng Dﬁ,ﬁmegti (?xﬁngE 5 5
= FP/(FP + TN). Instead, we report the Clzur;ge e ca
count of observed false positives—cases | Login bypass _ v v
where the tool incorrectly flagged a ]rgels‘;gnsessQL‘ —  conditional v v
Vulnerability that did not exist or Blind SQLi — conditional errors V4 V4
misclassified the vulnerability type. Blind SQLi - time delays v v
o Detection Time: Estimated seconds per Blt“_ld SlQLl‘tlme delays + info v v
. retrieva
endpoint, computed as (average requests X Blind SQLi - out-of-band X
average RTT). Note: This estimation does not | interaction X
fully capture LLM inference latency and API | Blind SQLi — out-of-band data X X
exfiltration

round-trip overhead; actual end-to-end time
may vary depending on network conditions
and LLM provider load.

« Resource Efficiency: Average

TABLE III. EVALUATION METRICS COMPARISON

HTTP/API (AESIDF vs SQLMAP)

requests per endpoint. Lower request counts | Metric AESIDF SQLMap
indicate more efficient probing strategies. Detection Rate (Recall) 92.3% (24/26) | 76.9% (20/26)
False Positives (FP) 0 0
. Avg. Requests / Endpoint ~250 ~800
D. Experimental results Detection Time / Endpoint ~25s ~80 s
As shown in Table II and Table III:
o AESIDF detected o AESIDF identified cases missed by
24/26 vulnerabilities (92.3%) compared to SQLMap: DVWA-High (stricter input

SQLMap’s 20/26 (76.9%) on this benchmark filtering),  Juice  Shop  Tasks  2/4/5

dataset. (non-standard injection contexts), suggesting
« Both tools exhibited improved  handling of WAF-protected
zero observed false positives; however, since scenarios.

all test cases are confirmed vulnerabilities
(positive-only  dataset), FPR cannot be
meaningfully computed. This result should
not be interpreted as evidence of low FPR in
production environments.

o AESIDF consumed approximately 68.8%
fewer requests (~250 vs ~800 per endpoint),
indicating more efficient probing through
semantic prioritization.

o Estimated detection time was approximately
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68.8% shorter (~25s vs ~80s per endpoint).
Caveat: These estimates are derived from
request count X average RTT and do not
include LLM API latency overhead.

o Both tools failed on out-of-band (OOB)
scenarios, which require external DNS/HTTP
callback infrastructure not configured in our
test environment.

VII. DISCUSSION
A. Strengths

On the 26-scenario benchmark, AESIDF
achieved a 92.3% detection rate compared to
SQLMap’s 76.9%. While this represents a 15.4
percentage point improvement, we emphasize that
these results are preliminary and require
validation on larger, more diverse datasets. Key
observed strengths include:

o Semantic Understanding: LLM-powered
contextual analysis enabled detection of
vulnerabilities in scenarios with stricter input
filtering (DVWA-High) and non-standard
injection contexts (Juice Shop) that SQLMap
missed.

o Adaptive Payload Generation: Context-aware
payload synthesis demonstrated capability to
bypass certain WAF filters through semantic
understanding rather than brute-force pattern
enumeration.

» Resource Efficiency: Approximately 68.8%
reduction in request volume compared to
SQLMap, suggesting that semantic
prioritization can reduce redundant probing.

o Practical Integration: Implementation as a
Burp Suite extension enables integration into
existing penetration testing  workflows
without significant toolchain changes.

B. Limitations

Dataset constraints: AESIDF was evaluated
on only 26 test cases from lab-generated
environments (PortSwigger, DVWA, Juice Shop).
This sample size is statistically insufficient for
robust scientific claims about generalizability. A
92.3% detection rate on 26 samples does not
guarantee comparable performance across diverse

real-world web applications with  varying
architectures, frameworks, and defense
mechanisms.

Absence of negative samples: All test cases

are confirmed vulnerabilities. Without
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non-vulnerable (negative) samples, we cannot
compute a meaningful False Positive Rate (FPR).
While zero false positives were observed, this
claim

cannot be extended to production environments,
where distinguishing true vulnerabilities from
benign behaviors is critical. Future evaluation
must incorporate negative test cases.

Baseline limitations: Our comparison is
limited to SQLMap 1.7. A more comprehensive
evaluation should include additional baselines
such as Sqglninja, jSQL Injection, or commercial
DAST tools to provide broader context for
AESIDF’s performance.

Runtime estimation: Detection time estimates
(~25s vs ~80s) are derived from request count
x average RTT. This methodology does not
account for LLM API latency, inference time,
rate limiting, or network variability. Actual
end-to-end performance may differ significantly
in real deployments.

Additional operational limitations include:

o API Costs: GPT-4 integration incurs recurring
costs ($0.01-0.03 per 1K tokens), which may
be prohibitive for large-scale assessments.

« Privacy/Compliance: Transmitting
request/response data to external LLM
providers raises GDPR, HIPAA, and other
compliance concerns.

o Scalability: Performance on
applications  (1000+ endpoints)
unvalidated.

o Out-of-band detection: Both tools failed on
OOB scenarios, indicating a gap in
callback-based vulnerability detection.

large-scale
remains

C. Implications

While our results are preliminary, they
suggest promising directions for Al-augmented
security testing:

o Research directions: The integration of LLM
reasoning with traditional fuzzing opens
questions about adversarial robustness,
prompt injection risks in security tools, and
optimal human-Al collaboration in
penetration testing workflows.

« Practical potential: If validated on larger
datasets, semantic prioritization could reduce
manual triage effort in  vulnerability



assessment, though the 70% reduction
estimate requires further empirical validation.

o Limitations of current paradigm: Both
AESIDF and traditional tools failed on
out-of-band  scenarios, indicating  that

fundamental detection gaps persist regardless
of Al augmentation.

VIII. FUTURE WORK
A. Addressing current limitations (Priority)

o Dataset expansion: Extend evaluation to
100-200+ test cases, incorporating real-world
application clones (WordPress, e-commerce
platforms, custom enterprise applications) to
improve statistical significance.

o Negative sample inclusion: Add
non-vulnerable endpoints and benign error
scenarios to  enable FPR

meaningful
computation and validate false positive
control claims.
« Additional baselines: Compare against

Sqlninja, jSQL Injection, OWASP ZAP, and
commercial DAST tools for broader context.
o End-to-end timing measurement: Implement
actual latency instrumentation capturing
LLM API calls, inference time, and network
overhead rather than request-count estimates.

B. Technical enhancements

e Local LLMs: Deploy LLaMA-2 70B or
Mistral for privacy preservation and cost
reduction.

o Multi-Agent Architecture: Extend to XSS,

CSRF, XXE detection using specialized
agents.

o Adversarial Resilience: Train on evasion
techniques and implement confidence

calibration to handle adversarial inputs.
o Out-of-band support:  Integrate  callback
infrastructure (DNS/HTTP) to address the

OOB detection gap identified in our
evaluation.

C. Application domains

o NoSQL Injection: MongoDB,  GraphQL,

JSON-based attacks.

o API Security: REST fuzzing, OAuth analysis,
JWT vulnerabilities.

o Cloud Security: Serverless,
Kubernetes configurations.

containers,

Journal of Science and Technology on Information security

D. Research directions

« Theoretical: Formal verification of
Al-generated payloads and analysis of
prompt injection risks in security tools.

o Empirical: Large-scale evaluation on 1000+
diverse applications with mixed
positive/negative samples.

o Comparative: Human expert vs Al detection
accuracy study to quantify the value of Al
augmentation.

IX. CONCLUSION

Contributions: We introduced AESIDF, a
framework that integrates Large Language
Models with parallel fuzzing for SQL injection
detection. The system provides: (1) semantic

analysis of HTTP traffic for vulnerability
assessment, (2) adaptive payload generation
informed by application context, and (3)

Al-assisted response interpretation to aid

vulnerability confirmation.

Findings: On a benchmark of 26 scenarios
from DVWA, Juice Shop, and PortSwigger Labs,
AESIDF achieved a 92.3% detection rate (24/26)
compared to SQLMap’s 76.9% (20/26), with
approximately 68.8% fewer requests per
endpoint. Both tools exhibited zero observed
false positives on this positive-only dataset;
however, the absence of negative samples
precludes reliable FPR estimation.

Limitations and caveats: These results are
preliminary. The 26-case dataset is statistically
modest and consists entirely of lab-generated
environments. Generalizability to real-world
applications with diverse architectures and
defense mechanisms requires further validation.
Claims about false positive control cannot be
conclusively made without negative test cases.

Outlook: This work provides initial evidence
that LLM-augmented approaches can enhance
SQL injection detection efficiency and coverage
in controlled settings. Future work should
prioritize: (1) expanding evaluation to larger,
more diverse datasets including negative samples;
(2) benchmarking against additional baselines;
and (3) measuring actual end-to-end performance
including LLM overhead. We hope AESIDF
serves as a foundation for further research on
Al-augmented security testing.
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